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Introduction

The figure skating world, known for flashy costumes and acrobatic feats, showed its dark side during the 2002 Olympic Winter Games in Salt Lake City, Utah.  After the short program the Russian pair, Yelena Berezhnaya and Anton Sikharulidze, held a slim lead over the Canadian pair, Jamie Salé and David Pelletier.  In their final program, the Russian pair stumbled during their double axel, while the Canadians executed their program flawless.  While experts considered the Canadian’s program to be of lesser difficulty then the Russians, the Canadians were a heavy crowd favorite.  In spite of this fact, the results were a 5-4 split in favor of the Russians.  Amid protests from the crowd the Canadian pair accepted their silver medal with open disappointment.  The North American media promptly swung into action on the side of the Canadian pair and before long the controversy threatened to overwhelm the entire games.

Days later, the French judge, Marie Reine le Gougne, broke down under pressure from other members of the ISU (International Skating Union) Technical Committee, and confessed that she had been pressed by the head of the French skating organization, Didier Gailhaguet, to vote for the Russian pair.  The deal allegedly involved a swap in which Marie le Gougne’s vote would gain an edge for the French couple in the ice dance competition later that week.  Marie le Gougne denied the existence of the deal.


After conducting an internal assessment of the judging decision the ISU announced that the Canadian pair would be awarded a second gold medal, and that Marie le Gougne was guilty of misconduct and was suspended effective immediately.  The Russian pair was allowed to keep their gold medal, the first time that two gold medals and no silvers have been awarded.  No serious investigation was made into the alleged Russian involvement in the deal.  However, a few months later, Italian authorities arrested Russian organized crime boss Alimzhan Tokhtakhounov on U.S. charges that he had masterminded the deal.  Extradition attempts by the U.S. have failed and as of February, 2006, the case is still pending.

In response to the scandal, the ISU adopted an anonymous judging policy in an attempt to free judges from outside pressure.  However, critics have noted that the policy instead of stemming the problem, only serves to prevent the public and media from identifying cheating (Wikepedia 2006).


In addition to anonymizing the judging process, the new scoring method usings a computer to randomly pick three judges, whose marks would subsequently be excluded from the final score calculation.  The introduction of a random element has the effect of placing a level of uncertainty in the final scores, with each different set of judges producing a different outcome.


In this paper we will systematically analyze the effect of using a trimmed mean or not in generating the final score in both the old and new method.  As well, we will look into the resistance of each method to various bloc sizes of rogue judges.  Furthermore, we will look into a real world case where the random elimination of judges could have led to drastically different outcomes.
Classic Scoring
Scoring for Dummies:

In the classical scoring system, in use for over a century, a panel of six judges was used with each ranking a skaters performance for each program on a scale of zero to six.  The final score is calculated by removing the high and low scores and averaging the remainder.  In each competition skater’s have two performances, a short program and the free skate.  The scores from each program are combined, with the short program comprising one-third of the score and the free skate the remaining two-thirds (About.com, 2006).  The judging method is not anonymous, and their have frequently been accusations of favoritism.  Furthermore, starting order is known to influence final scores, with earlier skaters receiving lower scores to keep open the possibility of a superior performance later in the session (Emerson, 2006).
To Trim or not to Trim (MATLAB simulations):

One important aspect of the classical scoring method was its use of a trimmed mean.  To analyze the utility of a trimmed mean MATLAB was used to analyze the variance of both methods.  In a perfect world with no dirty judges, the method with the least amount of variance would be desirable as it ensures the greatest amount of consistency in the final results.

To model both methods, it was first assumed that there is an ideal score, zero in this instance, for each skater, and that each judge’s score is distributed around this ideal score with a variance of one.  Ten million sets of scores for each judge were generated using a normal random number generator.  Resulting scores were then calculated with and without trimming.  The resultant histogram shows that scores had a slightly greater spread when calculated using a trimmed mean rather than a non-trimmed mean (see Figure 1).  This can be further visualized by subtracting the two curves and noting that the non-trimmed mean has greater density around the center and less at the extremities (see Figure 2).  Numerically, the trimmed mean sample had a mean of -9.5568e-5 and a variance of 0.1840, while the non-trimmed mean sample had a mean of -1.2665e-4 and a variance of 0.1666, as expected for a sample size of six (1/6 or σ2/n).
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 Figure 2
To Trim or not to Trim (Theory):


In spite of the previous results, intuition would seem to tell us that removing the high and low scores would result in a tighter distribution.  Unfortunately, intuition while useful for developing theories is a poor way to test them.  To ensure that this effect was not some artifact of the simulation set up, calculations on the effect of trimming were done using the simpler uniform pdf over [0,1].  Variance was then computed for both trimmed and non-trimmed means for panels of three and four judges (see Table 1).  Results indicate that the effect is still present when using a uniform pdf, although the difference is smaller for the case of four judges.  Thus the relevance of this effect and whether it remains consistent for larger panels is uncertainty, although as the panel size grows to infinity this difference should asymptotically approach zero.
	Panel Size
	Variance (Trimmed)
	Variance(Non-trimmed)

	3
	0.0500
	0.0278

	4
	0.0333
	0.0298


 Table 1

The Trim and the Rogue:


While trimming does not seem to confer any added consistency to the final scores given our model, the procedure should be able to reduce the ability of a bloc of rogue judges from influencing the final score.  Again it was assumed that there is an ideal score of zero and that each judge’s score is randomly distributed around this ideal score with a variance of one.  However, now we have the addition of a rogue judge whose score is one standard deviation higher than the ideal score and is again randomly distributed around this value with a variance of one.  For bloc sizes of zero through three, ten million sets of scores for each judge were generated.  Final scores were then calculated for both the trimmed and non-trimmed mean and compared using descriptive statistics (see Table 2).  The results indicated that in our model the use of a trimmed mean did afford some level of protection for bloc sizes of one and two, but this effect vanished once the bloc size had reached three.
	 
	Non-Trimmed
	Trimmed

	Bloc Size
	Mean
	Variance
	Mean
	Variance

	0
	-0.0001
	0.1666
	-0.0001
	0.1840

	1
	0.1666
	0.1666
	0.1534
	0.1875

	2
	0.3333
	0.1666
	0.2322
	0.1881

	3
	0.4999
	0.1666
	0.4999
	0.1882


 Table 2

Modern Scoring
Scoring for Dummies:

In the new scoring procedure there will be a panel of twelve judges who will submit there scores anonymously.  After scoring has been completed a computer will randomly choose three judges whose marks will be excluded from the final scoring.  Scoring will no longer be based on a single 0-6 scale, but will consists of scores for two different types, execution elements and program components.

The five program components – skating skills, transition/linking footwork performance/execution, choreography/composition, and interpretation – will be scored on a ten point scale with quarter point increments.  After the randomly selected judges have been removed a trimmed mean for each component is calculated.  Each component is added together then multiplied by a factor of .8 to give the total program component score.


In each run there will be a set number of execution elements, eight for the short program and thirteen for the free skate.  A base value is assigned to each trick intended to reflect its relative level of difficulty.  The twelve judges then give the trick a grade of execution which ranges from -2, for very poor execution, to 2, for flawless execution (integer values only).  This ‘grade of execution’ is then scaled according to the type of trick (e.g. a two may represent a larger increase in point value for a harder trick than for an easier trick).  As with the program components, the three randomly selected judge’s scores are excluded and a trimmed mean for each element is calculated.  This value is then added to the base value for each trick to give each elements final score.  These are then summed to give the total execution element score.  Subsequently, scores for both sections are added together to reach a final score.
The Random Element:

This new method introduces a random element in that each possible combination of judges could give different scores and consequently different places.  To give a real-world example of this we take a look at the results of a particular close race, the 2006 European Championships – Women’s Short Program.  Data from Prof. John Emerson’s study, “The Computer: A Phantom Figure Skating Judge?,” was used in this analysis.  In addition to formatting the data in a standard format (csv), Emerson has converted the ‘grade of execution’ for each trick into its appropriate value for each given trick.  Since results are generally released in a .pdf format, without this data source this analysis would not have been possible.  To visualize the random element in action at this event, data was first stripped to contain only the base value for each element (when appropriate) and each of the twelve judge’s score.  Data was then imported into MATLAB and used to generate distributions of scores for eight competitors in the event (see Appendix 1c for code and Figures 3 and 4 for results).  Figure 3 illustrates in the inherent uncertainty in the final score for each skater introduced by the new scoring method.  Particularly, the race for positions two through five (note legend reflects ranking in combined program, not short program) in the short program as is shown in the close up in Figure 4.
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 Figure 4

Prof. John Emerson, conducting a similar analysis for the top five finishers in the short program and plotted the distribution of their place for the 220 possible combinations of judges (see Figure 5).  While there is unanimous agreement that Irina should place first, the remaining four competitors are at the whim of which random set of judges is selected.  Every competitor has at least some chance of obtaining any of the positions between second and fifth.
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 Figure 4 (http://www.stat.yale.edu/~jay/EC2006/Top5Distributions.jpg,  Emerson, 2006) 
The Modern Rogue:

Our previous results using the classical scoring method indicated that trimming provide a small degree of protection from blocs of rogue judges as long as they represent less than half of the judging panel.  The question is will this effect be similar in the new scoring method.  To test this, simulations were run in MATLAB using similar assumptions about the distribution of the judges scores.  Bloc sizes of zero to six were used and a sample size of one thousand.  For each set of scores trimmed and non-trimmed final scores were calculated for each of the 220 possible permutations of eliminated judges.  Results were then average across all 220 permutations.  Then the sample variance and sample mean of the data were calculated (see Table 3).  Results show that using a trimmed mean provides a consistent benefit, although it is difficult to interpret this in light of the multiple averaging across permutations.  However, assuming that the calculated sample variance provided an appropriate measure none of these effects are significant given that the variance is generally an order of magnitude larger than the observed effect.

	 
	Trimmed
	Non-Trimmed

	Bloc Size
	Mean
	Variance
	Mean
	Variance

	0
	0.0024
	0.0866
	0.0024
	0.0830

	1
	0.0791
	0.0876
	0.0855
	0.0830

	2
	0.1588
	0.0883
	0.1672
	0.0836

	3
	0.2422
	0.0886
	0.2504
	0.0842

	4
	0.3261
	0.0889
	0.3327
	0.0843

	5
	0.4126
	0.0897
	0.4164
	0.0846

	6
	0.4985
	0.0911
	0.4994
	0.0860


 Table 3
Conclusion

It has been three years since the scandal that started the revolution of figure skating judging.  Marie le Gougne’s suspension is over and she now claims to be the savior of figure skating.  Apparently the commission of a previously unknown crime is good thing.  Regardless, there has been much ado about the new system.  In this analysis we’ve taken an in-depth look at many facets of both the new and old system.  Foremost we’ve shown that given our model the benefit of trimming is observable for bloc sizes of less than half a panel of judges.  However it’s unclear whether the greater variance in the scoring caused by trimming is worth this modest benefit.  Regardless there are several clear benefits in the new method that haven’t been fully addressed in this analysis.  In particular by judging the individual elements of a program and not the program as a whole the new method should provide some resistance to starting order effects as well as ensure a systematic approach to measure the difficulty of a performance.  Still, the random element introduced by the new method could possibly lead to more controversy than the original scandal in 2002.  We’ve seen one specific example where the choice of eliminated judges was extremely significant.  In conclusion it would seem best to take advantage of the larger panel of judges by using all twelve scores without random elimination of judges and trimming.  Both of these measures would increase the number of ‘samples’ for each score and enhance its consistency while only allow a modest increase in the effect of blocs of rogue judges.  Hopefully, it won’t take another scandal to see these changes.
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